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Abstract. We consider the problem of scheduling n jobs to m machines
of different speeds s.t. the makespan is minimized (Q||Cmax). We provide
a fast and simple, deterministic monotone 3-approximation algorithm for
Q||Cmax. Monotonicity is relevant in the context of truthful mechanisms:
when each machine speed is only known to the machine itself, we need
to motivate that machines declare their true speeds to the scheduling
mechanism. As shown by Archer and Tardos, such motivation is possible
only if the scheduling algorithm used by the mechanism is monotone.
The best previous monotone algorithm that is polynomial in m, was
a 5-approximation by Andelman et al. A randomized 2-approximation
method, satisfying a weaker definition of truthfulness, is given by Archer.
As a core result, we prove the conjecture of Auletta et al., that the greedy
algorithm (Lpt) is monotone if machine speeds are all integer powers of 2.

1 Introduction

We consider the offline task scheduling problem on related machines (Q||Cmax).
We are given a speed vector 〈s1, s2, . . . , sm〉 representing the speeds of m ma-
chines, and a job vector 〈t1, t2, . . . , tn〉, where tj is the size of the jth job,
1 ≤ j ≤ n. We assume tj ≥ tj+1 (1 ≤ j < n), i.e., the job sizes are ordered.
The goal is to assign the jobs to the machines, so that the overall finish time is
minimized: If jobs assigned to machine i are {tiγ}Γ

γ=1 then the work assigned to
i is wi :=

∑Γ
γ=1 tiγ and the finish time of i is fi := wi/si. The makespan to be

minimized is maxm
i=1 fi. This problem is NP-hard even for 2 identical machines

[6], but it has an approximation scheme [3]. For constant m a FPTAS exists [4].
Here we regard this problem in the context of truthful mechanisms : we assume

that the machines are owned by selfish agents, and the speed of each machine is
private information to its agent. A mechanism is a pair M = (A, P ), where A
is an (approximation-)algorithm to the scheduling problem, and P is a payment
function. Let the job vector be fixed and public. Every machine (agent) i reports
a bid bi to be the inverse of her speed. With the job vector and the bid vector
〈b1, . . . , bm〉 as input, M schedules the jobs using algorithm A, and pays each
machine using the payment function P = (P1, P2, . . . , Pm). P depends on the
schedule and on the bids. The profit of machine i is defined by Pi − wi/si.
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The mechanism is truthful, if (for every job vector), for every i and every si,
and every possible bid vector of the other machines 〈b1, . . . , bi−1, bi+1, . . . , bm〉,
bidding truthfully, i.e., bi = 1/si maximizes the profit of i.

Applications of the mechanism design framework to diverse optimization
problems arising in economics, game theory, and recently in computer science and
networking constitute a widely studied area (see [2,7]). The above formulation
concerning scheduling is one of the numerous examples. It is a natural goal to
search for (truthful) mechanisms with an efficient algorithm A having a good
approximation bound and an efficiently computable payment function P.

In our scheduling context, a monotone algorithm A is defined as follows:

Definition 1. Let A be an approximation algorithm for the Q||Cmax problem.
Suppose that on input 〈s1, . . . , sk−1, sk, sk+1, . . . , sm〉 and 〈t1, t2, . . . , tn〉, A as-
signs work wk to machine k; and on input 〈s1, . . . , sk−1, s

′
k, sk+1 . . . , sm〉 and

〈t1, t2, . . . , tn〉, A assigns work w′
k to machine k. The algorithm A is monotone,

if (sk ≤ s′k) ⇒ (wk ≤ w′
k) (1 ≤ k ≤ m).

Related Work. In a seminal paper Archer and Tardos [2] show that in models
when the profit function has the above form Pi − wi/si, a truthful mechanism
M = (A, P ) exists if and only if A is a monotone algorithm. In this case they also
provide an explicit formula for the payment function. Among other examples,
Archer and Tardos consider the problem Q||Cmax. They show that – by some
fixed order of the machines – the lexicographically minimal optimal solution
is monotone. They also provide a fast randomized 3-approximation algorithm,
that allows a mechanism, that is truthful in expectation, meaning that truth-
telling maximizes the expected profit of each agent. This was later improved to
a randomized 2-approximation mechanism [1].

The same problem, i.e., finding an efficient monotone approximation algo-
rithm for Q||Cmax is studied in [9]. The authors provide a deterministic, mono-
tone (4 + ε)−approximation algorithm. They conjecture that the greedy list-
processing algorithm ’Longest Processing Time first (Lpt)’ [10] is monotone, if
machine speeds are known to be powers of 2 (2-divisible speeds). They apply
a variant of Lpt, which is combined with the optimal schedule of the largest
jobs, in order to give a reasonable approximation bound. As a consequence, the
resulting algorithm is only polynomial when m is fixed, in particular, it runs in
time Ω(exp(m2/ε)). This result was considerably improved by Andelman et al.
in a recent paper [7], presenting an FPTAS for the case of constant m, and a
5-approximation algorithm for arbitrary m.

Our Result. We show a fast and simple, deterministic monotone 3-approximation
algorithm for Q||Cmax. With input jobs ordered by size, it runs in time O(m(n+
log m)). This is an improvement over the 5-approximation bound of [7]. As com-
pared to the algorithms in [2,1], no randomization is needed, and a stronger
definition of truthfulness is fulfilled. Our approach can be sketched as follows:

We prove the conjecture of [9], that Lpt is monotone on 2-divisible machines.
In case of arbitrary machine speeds Lpt was shown to yield a
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2-approximation [10]. We show that in case of 2-divisible speeds, Lpt is a
3/2-approximation algorithm. For arbitrary input speeds, the monotone
3-approximation algorithm Lpt* is as simple as to run Lpt with machine speeds
rounded to powers of 2. In order to show monotonicity of Lpt, we need to com-
pare schedules I and II, where both are results of Lpt on the same input, except
that the machine speed sk of I is increased to s′k = 2sk in II. The proof involves
a rather technical case distinction based on the number of jobs assigned to the
machine k′ in II, and on the ratio tn/ta, where ta is the first job assigned to k′.
If tn is not much smaller than ta, then a simple counting of the jobs assigned to
each machine yields the proof. If tn � ta, then a comparison of the total work
received by each machine in I and II is used.

For completeness, we note here that along the same lines as in [9,7], it is
straightforward to show that our payment function admits voluntary participa-
tion (see [2]) and can be calculated in polynomial time.

The argument that Lpt gives a 3/2-approximation, is relatively short and
simple, while making use of the same basic idea as the much more involved proof
of monotonicity. Therefore, we present this argument in the first place.

Overview. Section 2 introduces notation, and defines algorithms Lpt and Lpt*.
In Section 3 we show that Lpt* is a 3-approximation algorithm. A sketch of
the proof that Lpt* is monotone can be found in Section 4. The complete proof
is available at [5]. We conclude with some considerations about approximation
lower bounds.

2 The Lpt* Algorithm

In order to distinguish arbitrary input speed vectors from 2-divisible speed vec-
tors, in the rest of the paper 〈σ1, . . . , σi, . . . , σm〉 denotes the input speed vector
of arbitrary, positive speeds. Moreover we will assume that σi ≤ σi+1 (1 ≤ i <
m), i.e., machine speeds are in non-decreasing order. Next we define 2-divisible
speed vectors. In the definition we allow fractional speeds only for sake of simpler
presentation of our proofs. Clearly, they are not essential to the result.

Definition 2. The speed vector 〈s1, s2, . . . , sm〉, or the machines are called
2-divisible if si = 2li (li ∈ Z) for all i, and si ≤ si+1 (1 ≤ i < m).

We say that machine h is to the right (left) of i if i < h (h < i). We will refer to
job j by the job size tj . In cases when the work wi or finish time fi of machine
i is considered at an intermediate step of the algorithm, this is emphasized
by a ˜ or some superscript over wi and fi. The completion time of a job tj
assigned to machine i is the finish time of i right after tj was scheduled. Next,
we define algorithms Lpt and Lpt*:

Lpt algorithm: Input: 〈s1, . . . , sm〉 and 〈t1, . . . , tn〉
At step j of Lpt let wj

i denote the work of machine i (1 ≤ i ≤ m). Lpt

assigns tj to machine h if (wj
h + tj)/sh = mini(w

j
i + tj)/si, and h is the smallest

machine index with this property.
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Lpt* algorithm: Input: 〈σ1, . . . , σm〉 and 〈t1, . . . , tn〉
1. round the machine speeds down to si := 2�log σi� 1 ≤ i ≤ m (the rounded

speeds remain ordered);
2. run Lpt on 〈s1, . . . , sm〉 and 〈t1, t2, . . . , tn〉;
3. among machines of the same rounded speed, reorder the assigned work

(i.e. the assigned sets of jobs), such that wi ≤ wi+1 holds.

Clearly, Lpt* runs in time O(m(n + log m)).
We close this section with a frequently used property of the Lpt algorithm.

Observe, that Proposition 1 (i) holds only because Lpt favours slower machines
in case of ties. This feature of Lpt is not essential, but it facilitates simpler
proofs for both theorems.

Proposition 1. Suppose that machine speeds are 2-divisible. In Lpt scheduling
the following hold:

(i) If sh = si/2, then h receives its first job after the first job of i and before
the second job of i.

(ii) Let si = si+1. If tj is the first job assigned to i, then tj+1 is the first job
assigned to i + 1.

3 Lpt* is a 3-Approximation Algorithm

The key result of this section is Theorem 1, stating that Lpt yields a 3/2-
approximation on 2-divisible machines. We start by introducing some nota-
tion and making elementary observations. We fix a 2-divisible speed vector
〈s1, s2, . . . , sm〉 (si ≤ si+1) and a job vector 〈t1, t2, . . . , tn〉 (tj ≥ tj+1).

Let Opt be any fixed optimal schedule of this input. Opt denotes the opti-
mum makespan and Lpt denotes the makespan resulted by Lpt on the above
input. We will also use the short notation µ := Opt.

To get a contradiction, we assume that Lpt > 3
2µ. Let the last job t := tn

be assigned to machine k in Lpt. We may assume that t has completion time
Lpt, i.e., t is a bottleneck job. Note that jobs following a bottleneck job neither
increase Lpt, nor decrease Opt.

We denote by w∗
i , and f∗

i = w∗
i /si the work and the finish time of machine i

in Opt with respect to all the jobs. We denote by wi, and fi = wi/si the work
and the finish time of machine i in Lpt before scheduling t. Note that the last
restriction has an influence only on fk and wk.

Lpt > 3
2µ implies that for every machine i in Lpt

fi >
3
2
µ − t/si. (1)

We assume wlog. that the slowest nonempty machine in Opt has speed 1. It
follows that

t ≤ µ · 1 = µ. (2)

Definition 3. A machine i of speed si = 1 will be called a 1-machine.
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The proof is based on the following simple technique: We strive to get a
contradiction by showing that the total work in Lpt is strictly more than in
Opt. First we show that only 1-machines may get more work in Opt than in
Lpt. Then in Lemma 1 we introduce the set of P-jobs. These jobs are assigned
to 1-machines in Opt, but they are larger than the jobs on 1-machines in Lpt.
Finally, in Lemma 2 we argue that the total work difference (

∑
si>1(wi−w∗

i )) on
faster machines receiving the P-jobs in Lpt, exceeds the potential work difference
on 1-machines (

∑
si=1(w

∗
i −wi)), so that in total, more work is scheduled in Lpt

than in Opt.

Proposition 2. If fi < f∗
i holds for a machine i, then i is a 1-machine, and in

Lpt at most 1 job is assigned to i. Moreover, there exists at least one 1-machine
l s.t. fl < f∗

l .

Proof. For such a machine fi < f∗
i ≤ µ holds. According to (1), 3

2µ − t/si <
fi < µ, i.e., µ/2 < t/si. By (2), t/si ≤ µ/si, so we obtain si < 2. If si < 1 then
f∗

i = 0. Consequently, si = 1 and µ/2 < t/si implies µ/2 < t, so there is at
most 1 job on i. Since t +

∑
i wi =

∑
i w∗

i , a machine l exists, s.t. wl < w∗
l , i.e.,

fl < f∗
l . �

Corollary 1. µ/2 < t

By Proposition 2, fi < f∗
i , resp. wi < w∗

i is possible only on 1-machines. In
Lemma 1 we upper bound

∑
si=1(w

∗
i −wi) (see Fig. 1). Let fo := max(t, 3

4µ). It
is easy to show the following Proposition:

Proposition 3. On an arbitrary 1-machine i, there is at most 1 job in Opt,
and even before scheduling t, there is at least 1 job in Lpt. Moreover, fi ≥ fo.

Lemma 1. For some p ≥ 0, there is a set of p jobs P = {tj1 , . . . , tjp} so that
(i) all of the jobs in P are assigned to 1-machines in Opt, and to faster

machines in Lpt;
(ii) 3

4µ ≤ fo ≤ tjτ ≤ µ (1 ≤ τ ≤ p);
(iii)

∑
si=1(w

∗
i − wi) ≤

∑p
τ=1(tjτ − fo) ≤ p · µ/4.

Definition 4. The jobs in P will be called P-jobs.

Lemma 2. In Lpt, at most 2r − 1 P-jobs are assigned to a machine i of speed
si = 2r (r ≥ 1). If si ≥ 4 then wi − w∗

i ≥ (2r − 1) · µ/4. If si = 2 and t̂ is the
(only) P-job assigned to i, then wi − w∗

i ≥ t̂ − fo.

Proof. While P-jobs are being scheduled, 1-machines are still empty in Lpt.
Therefore, any P-job tjτ has completion time less than tjτ , otherwise it would
be assigned to a 1-machine. This implies that a machine of speed 2r has at most
2r − 1 P-jobs.

Suppose first that si = 2r ≥ 4. Then by (1) and (2), fi−f∗
i > 3

2µ− t/4−µ =
1
2µ − t/4 ≥ 1

2µ − µ/4 = µ/4. Consequently, wi − w∗
i > 2r · µ/4.

Second, if si = 2, then (1) implies wi − w∗
i > 2 · (3

2µ − t/2 − µ) = µ − t, and
µ − t ≥ t̂ − fo by Lemma 1 and Proposition 3. �
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OPT

LPT

µ
fο

P−jobs

Fig. 1. Lemma 1: Jobs on 1-machines in Lpt and in Opt

Theorem 1. Let 〈s1, s2, . . . , sm〉 (si ≤ si+1) be a 2-divisible speed vector, and
〈t1, t2, . . . , tn〉 (tj ≥ tj+1) a fixed job vector. Let Opt be the optimum makespan,
and Lpt be the makespan resulted by Lpt on this input. Then Lpt ≤ 3

2 · Opt.

Proof. If si �= 1 then wi ≥ w∗
i by Proposition 2. Therefore, Lemmas 1 and 2

imply
∑
si=1

(w∗
i − wi) ≤

p∑
τ=1

(tjτ − fo) ≤
∑
si �=1

(wi − w∗
i )

m∑
i=1

w∗
i ≤

m∑
i=1

wi

a contradiction, since t +
∑

i wi =
∑

i w∗
i . �

Theorem 2. Lpt* is a 3-approximation algorithm.

Proof. Suppose that on input 〈t1, t2, . . . , tn〉
Opt is the optimum makespan at speed vector 〈σ1, . . . , σm〉;
Opt′ is the optimum makespan at speed vector 〈s1, . . . , sm〉;
Lpt is the makespan provided by Lpt at 〈s1, . . . , sm〉;
Lpt∗ is the makespan provided by Lpt* at 〈σ1, . . . , σm〉,

then Lpt∗ ≤ Lpt ≤ 3
2 · Opt′ ≤ 3

2 · (2 · Opt). The first and last inequalities follow
from the fact that machine speeds are increased, resp. decreased by a factor
between 1 and 2. Finally, Lpt ≤ 3

2 · Opt′ holds according to Theorem 1. �

4 Lpt* is Monotone

The main result of this paper is that the Lpt schedule is monotone on 2-divisible
machines. In particular, suppose that in Lpt schedule I the 2-divisible input
speed vector contains one more copies of speed 1/2 and one less copies of speed
1 than in Lpt schedule II, and otherwise the inputs of I and II are the same.
Let k be any machine of speed 1/2 in I, and k′ be any machine of speed 1 in
II. Theorem 3 claims that machine k receives not more work in schedule I than
machine k′ in schedule II.
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Let s1 ≤ s2 ≤, . . . ,≤ sm denote the machine speeds in I. We will view
schedule II like this: in schedule II, the speed sk = 1/2 of machine k is increased
to s′k = 1 while the speeds of other machines remain unchanged. We will refer
to machine i in schedule II by i′. Clearly, in general k′ is not the kth machine,
and i′ is not necessarily the ith machine in II (see Fig. 3). We partition the
unchanged machines into three categories:

Definition 5. Let i �= k. Based on the speed si of machine i, we say that i is
a slow machine if si < 1/2, a medium machine if 1/2 ≤ si ≤ 1, resp. a fast
machine, if 1 < si. We call a slow machine tardy, if it has the speed of the
slowest nonempty machines in II. Finally, a machine of speed 1 or 1/2 will be
called a 1-machine, resp. a 1/2-machine.

In I and in II the machines receive the same job sequence t1 ≥ . . . ≥ tn. If
tj is assigned to machine i, it has (time)length tj/si. We denote by wi and fi

the work and finish time of machine i in schedule I. For ease of use, w′
i and f ′

i

denote the respective values in schedule II (instead of, e.g., w′
i′ and f ′

i′).

Theorem 3. Let the Lpt schedules I and II, machines k and k′, furthermore
the respective total works wk and w′

k be as defined above, then wk ≤ w′
k.

Sketch of Proof. We prove Theorem 3 by contradiction: we assume wk > w′
k.

Let W�=k :=
∑

i�=k wi and W ′
�=k :=

∑
i�=k w′

i. In most subcases of the proof we
strive to show W�=k ≥ W ′

�=k, contradicting to wk > w′
k. In the remaining subcases

we show that the number of assigned jobs is strictly larger in schedule I than in
schedule II.

Let ta be the first job assigned to k′ in II. We will call a machine dead, if
it receives no job after ta in II, and we call it living otherwise. Note that right
before job ta is scheduled, the schedules I and II are exactly the same. Therefore,
on dead machines w ≥ w′, and there are at least as many jobs on the machine
in I as in II. Unless it is necessary to mention dead machines explicitly, we
concentrate on living machines.

Let t := tn denote the last job. We may suppose that wk becomes larger than
w′

k only after job t; job t is assigned to k in I, but it is not assigned to k′ in II.
Let ta = ta1 ≥ ta2 ≥ ta3 ≥ . . . be the jobs assigned to k′. It facilitates a more

handy proof if we normalize job sizes so that ta = 1. We can do this without
loss of generality. Consequently, the length of ta on k′ is ta/s′k = 1/1 = 1.

Because the finish time f ′
k of k′ plays a central role in our comparisons, we

provide it with special notation: let λ := f ′
k be the finish time of k′. That is,

λ = w′
k/1. Since wk > w′

k, for the finish time of k in I, fk = wk/ 1
2 > w′

k/ 1
2 = 2λ

holds. Moreover, in I a machine i �= k of speed 2r (r ∈ Z) has finish time

fi > 2λ − t

2r
, (3)

otherwise this machine (and not k) would receive the last job t.
Let WT and W ′

T denote the total work on tardy machines in schedule I and
II, respectively. We provide some intuition about the first part of our proof.
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This part follows the same lines as the proof of Theorem 1. First we show, that
if w < w′ on a slow machine, then it must be a tardy machine. After that we
prove that if w ≥ w′ on every medium and fast machine, then W�=k ≥ W ′

�=k.
Luckily, this is the case if at least 2 jobs are assigned to k′ in II (CASE 1.). How
do we show W�=k ≥ W ′

�=k? In Lemma 3 we introduce the set of P-jobs. These
are very small jobs, that follow the jobs of tardy machines in II, but are still
put on tardy machines in I. In the same lemma an upper bound on W ′

T − WT

is derived in terms of the number p of P-jobs. In Lemma 4 it is shown that the
difference W ′

T − WT is balanced out on non-tardy machines, that receive the
P-jobs in II. In CASE 2., the same argument about P-jobs is used parallel to
other techniques, in order to show W�=k ≥ W ′

�=k.
Next, we provide upper bounds on the finish time of living machines in II:

Proposition 4. In schedule II, f ′
i ≤ max(2, 3λ/2) for any living machine i′.

Proposition 5. In Lpt schedule II,
(i) If tj is a job on a slow machine i′, then t ≤ tj ≤ λ/3, and f ′

i ≤ 4λ/3.
(ii) If tj is the 2nd job on a 1/2-machine i′ then t ≤ tj ≤ λ/3, and f ′

i ≤ 4λ/3.
(iii) If tj is the 3rd job on a 1-machine i′ then t ≤ tj ≤ λ/2, and f ′

i ≤ 3λ/2.
In cases (ii) and (iii) f ′

i ≤ fi.

Proposition 6. Suppose that wi < w′
i holds for a slow machine i of speed si =

1/2l (l ≥ 2). Then i is a tardy machine, and each tardy machine receives at most
1 job in schedule II.

In Lemma 3 we upper bound W ′
T −WT . The jobs of P will be called P-jobs:

Lemma 3. Suppose that wi < w′
i holds for a tardy machine i, and tardy ma-

chines have speed 1/2d. Let tj be the first job on tardy machines in II. There is
a set of jobs P = {tJ , tJ+1, . . . , tJ+p−1} for some p ≥ 0, so that

(i) in I all the p jobs are assigned to tardy machines, and in II all the p jobs
are assigned to faster than tardy machines;

(ii) λ/2d ≤ tJ+ζ < tj ≤ 4
3λ/2d (0 ≤ ζ ≤ p − 1);

(iii) W ′
T − WT ≤ p · (4

3λ/2d − t) ≤ p · (1
3λ − t).

Lemma 4. Machine k′ does not receive P-jobs in II. Suppose that at least one
P-job is assigned to machine i′ �= k′.

(i) If i′ is a fast machine of speed si = 2r (r ≥ 1), then it receives at most
2r P-jobs and wi − w′

i > 2r(1
3λ − t). Furthermore, w′

i ≤ 2r 4
3λ .

(ii) If i′ is a medium or slow (non-tardy) machine, then it receives 1 P-job,
and wi − w′

i > 4
3λ/2d − t, where the speed of tardy machines is 1/2d.

Corollary 2. If wi ≥ w′
i for every medium and fast machine, then W�=k ≥ W ′

�=k.

Proof. By Proposition 6, wi ≥ w′
i on every non-tardy machine. There are p ≥ 0

P-jobs on tardy machines in I. Let i′1, i
′
2, . . . , i

′
ξ be the machines with at least

one P-job in II. By Lemmas 3 and 4,

W ′
T − WT ≤ p · (4

3
λ/2d − t) ≤

ξ∑
τ=1

(wiτ − w′
iτ

).
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Fig. 2. Lemma 4: A fast (i) and a medium (ii) machine receiving P-jobs in schedule II

To sum up, the potential total difference W ′
T −WT on tardy machines is balanced

out on non-tardy machines receiving P-jobs in II, and W�=k ≥ W ′
�=k follows. �

CASE 1. in schedule II at least 2 jobs are assigned to machine k′

Lemma 5. If there are at least 2 jobs assigned to k′, then W�=k ≥ W ′
�=k.

Proof. We show that if i is a fast or medium machine then fi ≥ f ′
i , that is,

wi ≥ w′
i. Based on this, Corollary 2 yields the Lemma.

(i) We show that fi > 2 on every machine i of speed at least 1/2 in I. Since
t is the last job, w′

k ≥ ta1 + ta2 ≥ 1 + t. In schedule I, let w̃k and f̃k be the
work and finish time of k before the last step. Then w̃k = wk − t > w′

k − t ≥ 1,

consequently, f̃k > 2. If there were a machine i of fi ≤ 2 and si ≥ 1/2, then i
would receive t instead of machine k.

(ii) We show that fi > 3λ/2 on every machine of speed at least 1 in I.
Note that t ≤ λ/2 holds, because λ = w′

k ≥ 1 + t. Moreover, (3) implies fi >
2λ − t/2r ≥ 2λ − t ≥ 3λ/2 if r ≥ 0.

Now (i), (ii) and Proposition 4 imply the statement of the Lemma, unless i
has speed 1/2. Let si = 1/2. If there is only one job tj assigned to i′ in II, then
tj ≤ ta = 1, since si < s′k, and ta is the first job on k′. Consequently, f ′

i ≤ 2,
which together with (i) yields fi ≥ f ′

i . If there are at least two jobs assigned to
i′, then according to Proposition 5, fi ≥ f ′

i . �

CASE 2. in schedule II only job ta is assigned to machine k′

The proof of CASE 2. is more involved, and consists of further subcases. In
the general part we introduce further notation and derive necessary conditions
for w < w′ on a medium machine. As a side effect, this will prove the theorem
if there are no fast machines. Recall that ta = 1, so λ = f ′

k = w′
k/1 = ta/1 = 1.

In CASE 2.1. we assume t > 1/3. Thus, Proposition 5 (i) implies that all
the slow machines are empty in II. Moreover, using the fact that before ta is
scheduled, every machine has the same finish time in I as in II, we will show
that if i �= k, then the number of jobs assigned to i by I is not smaller than the
number of jobs assigned to i′ by II; and schedule I assigns strictly more jobs to
machine k, than schedule II to k′, so we get a contradiction.
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Fig. 3. Definition 6: The (first) jobs on 1/2-machines and 1-machines in I and II

The case when t ≤ 1/3 (CASE 2.2.) is divided into three subcases, depending
on the size of the smallest job assigned to any fast machine. Although this part
is lengthy and intricate, it applies combinations of the two types of arguments
we are presenting here, i.e., a comparison of the total work or of the number of
jobs on fast and medium machines. The proof of CASE 2.2. is available at [5].

Definition 6. Let ta, ta+1, . . . , tb (a ≤ b) be the first jobs assigned to 1-machines
to the right of k′ in II. Let Tb be the time step, before tb is scheduled.

Let tC be the first job on the leftmost 1/2-machine, and tD be the first job
on the rightmost 1/2-machine in I. Finally, tc denotes the first job assigned to
medium machines after Tb + 1 in II, if such a job exists (see Figure 3).

By Proposition 1 the jobs ta+1, . . . , tb are well-defined. At time Tb schedules
I and II are the same, except that jobs on 1-machines are shifted due to machine
k′; 1/2-machines and slow machines are empty. Observe that C ≤ D, and if 1/2-
machines exist in II, then tc is the first job on the leftmost 1/2-machine. If job
tc does not exist at all, then obviously w ≥ w′ holds for all medium machines.

Proposition 7. In schedule I, there are at least 3 jobs and total work > 1 + tD
assigned to each living 1-machine.

Proposition 8. If wi < w′
i for a medium machine i, then c < C and tc > 1− t.

Corollary 3. If there are no fast machines, then W�=k ≥ W ′
�=k.

Proof. Recall that in II there is at least one 1-machine, and in I there is at least
one 1/2-machine. If there are no fast machines, then according to Proposition 1,
b = C must hold (see Fig. 3). Therefore, c > b = C, and Proposition 8 implies
wi ≥ w′

i on every medium machine i. Finally, Corollary 2 yields the proof. �

CASE 2.1. t > 1/3
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Fig. 4. Definition 8: Zones of a machine of speed 4

Definition 7. Let i be a fast machine. f b
i denotes the common finish time of i

and i′ at time Tb.

Note that if si = 2r (r ≥ 1), then f b
i ≥ 1 − 1/2r, otherwise ta would be

assigned to i′. For the (final) finish time in II, f ′
i ≤ 2 holds by Proposition 4.

Now we first partition the time interval (1, 2] into 2r equal zones of length 1/2r,
and partition (1 − 1/2r, 1] into two further zones. (see Figure 4):

Definition 8. We say that f b
i is in the zith zone if zi ∈ N s.t.

f b
i ∈ (2 − (zi + 1) · 1/2r , 2 − zi · 1/2r] (0 ≤ zi ≤ 2r − 1);

if f b
i ∈ (1− t/2r , 1], then zi = 2r; if f b

i ∈ [1− 1/2r , 1− t/2r], then zi = 2r + 1.

Proposition 9. If f b
i is in the zith zone, then after Tb, i gets at least zi jobs in

I, and i′ gets at most zi jobs in II.

Lemma 6. If t > 1/3, then i receives at least as many jobs in schedule I as i′

in schedule II; k receives at least 2 jobs in I, and k′ receives only 1 job in II.

Proof. (i) To machine k, schedule I assigns at least 2 jobs, otherwise wk > w′
k

is impossible; on the other hand, II assigns only job ta to k′.
(ii) To a 1/2-machine, II assigns at most 1 job by Proposition 5 (ii), since

t > 1
3 = λ

3 ; schedule I assigns at least 1 job, otherwise k would not receive a
second job.

(iii) To a 1-machine i, II assigns at most 3 jobs, because the completion time
of the 3rd job is larger than 3 · 1/3 = 1, and any further job would prefer k′

to i′. According to Proposition 7, schedule I assigns at least 3 jobs to a living
1-machine.

(iv) Proposition 9 proves the lemma for fast machines. �

� Theorem 3

Theorem 4. Lpt* is monotone.

Proof. Suppose that in the input of Lpt*, the speed σk is increased to σ′
k and

everything else remains unchanged. Then the index of speed σ′
k in the (re)ordered

input speed vector is at least k. If sk = s′k, then step 3. of Lpt* implies that k re-
ceives not less work with increased speed. If sk < s′k, then a repeated application
of Theorem 3 implies Theorem 4. �
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5 Conclusions

If m is constant, a monotone FPTAS exists for Q||Cmax [7]. We don’t know of ap-
proximation lower-bounds for efficient monotone algorithms for arbitrary m. We
conjecture, that on 2-divisible machines Lpt actually has a 4/3-approximation
bound, implying that Lpt* yields a 8/3-approximation. On the other hand, for
any ε > 0 an instance exists where Lpt* provides an 8/3 − ε approximation.

It doesn’t seem to be worth trying to prove monotonicity and good approxi-
mation of Lpt for c-divisible machines, where c < 2. It is shown in [8], that even
for 2 machines, Lpt is not monotone if c ≤ 1.78.

A more promising approach might be to modify a better algorithm or a PTAS
and apply it on 2-divisible machines achieving a close to 2 approximation. It
is more of a challenge to provide a monotone PTAS or even just an efficient
monotone algorithm with approximation bound below 2.
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